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ABSTRACT

Putting into practice “pseudo-wire” links in wireless millimeter-
wave (mm-wave) networks is challenging due to the significant side
lobes of consumer-grade phased antenna arrays. Nodes should steer
their beams such that they maximize the signal gain but also mini-
mize interference from lateral directions via both their main lobe
and their side lobes. Most importantly, interference can be caused
by parallel operation of incompatible standards such as WiGig and
IEEE 802.11ad and may change very fast. This timing requirement,
prevents the use of existing beam switching solutions to mitigate
interference. In this paper, we present an adaptive beam switching
(ABS) mechanism that can deal with the above timescale issue in
rapidly changing interference scenarios. Instead of performing a
full beam sweep, the key idea is to only probe beampatterns at the
receiver which are likely to avoid interference. In contrast to earlier
work, our mechanism does not require any location information
nor a detailed shape of the beampatterns. We exploit similarities
among side lobes of beampatterns to estimate the performance of
all beampatterns without sending extensive probes. To evaluate
our mechanism in practice, we develop a customized research plat-
form that allows us to control the beam-selection on low-cost IEEE
802.11ad routers. Experimental results with WiGig transceivers as
interference source show that our adaptive beam switching mech-
anism achieves an average throughput gain of 60% and decreases
the training time by 82.4% compared to the original IEEE 802.11ad
behavior.

1 INTRODUCTION

Using pencil-shaped beams in millimeter-wave (mm-wave) net-
works to achieve “pseudo-wire” behavior is a myth. The reason is
that real-world electronically-steerable phased antenna arrays suf-
fer from significant side lobes [9]. This is particularly notable in the
case of consumer-grade hardware due to its cost-efficient design. As
a result, interference becomes a problem in mm-wave networks de-
spite the use of directional communication. Faulty nodes or parallel
operation of incompatible standards which distort the channel, may
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cause significant interference not just via main lobes but also via
side lobes. That is, the best beampattern for a receiver may not be
the one whose main lobe most accurately points towards the trans-
mitter but the one whose side lobes do not capture any interference.
Also, due to the sparse multi-path environment, interference is one
of the main reasons for link instability in quasi-static scenarios.
As such impairments are highly direction depended, mitigating
interference in mm-wave networks pose a challenging task.

The straightforward approach to identify the most suitable beam-
pattern in order to address interference is performing a receive
beam sweep. However, this exhaustive search is highly inefficient.
For instance, the duration of a beam sweep in the IEEE 802.11ad
standard is in the order of a few milliseconds [3, 10]. Since inter-
ference may be intermittent and change very often, triggering a
beam sweep each time such a change occurs would strongly im-
pact performance—nodes would spend a long time sweeping. The
key challenge when it comes to avoiding interference is the small
timescale at which interference events take place. This is in contrast
to other events such as blockage and device movement, which also
may require beampattern adaptation but take place at the timescale
of seconds. At present, mm-wave networks lack efficient mecha-
nisms to address this order-of-magnitude difference regarding the
timescale of interference.

In this paper, we present Adaptive Beam Switching (ABS), which
is a mechanism that adapts receive beampatterns timely and effi-
ciently to changing interference. Our mechanism does not require
any location information and only needs limited information re-
garding beampattern shape. Specifically, the intuition behind our
mechanism is as follows. Instead of performing a full beam sweep
whenever interference changes, nodes only probe the beampatterns
which are most likely to result in good performance. To this end,
nodes keep track of the probability of interference-free transmission
for each beampattern. Nodes initialize those probabilities based on
beam sweeps at comparatively large, fixed intervals. Interference
changes trigger the aforementioned individual beampattern probes.
The key feature of our mechanism is that, whenever a node sends
such an individual probe, it does not only update the probability
for that beampattern, but it also updates the probability of similar
beampatterns at zero cost. Basically, we update the probabilities of
other beampatterns based on the correlation of their lobes with the
lobes of the probed beampattern.
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Figure 1: Beampattern switch example. The beampattern in
case (b) mitigates interference because the interference sig-
nal falls into a beampattern minimum.

Figure 1 shows an example of our mechanism. In Figure 1(a), the
receiver RX is receiving data from transmitter TX. To this end, it
uses a receive beampattern whose main lobe points towards TX.
During the communication, a nearby node starts transmitting. Al-
though the node is not aligned with the main lobe, RX still receives
interference via one of its side lobes. Our mechanism at RX detects
the interference and switches to a similar beampattern as shown
in Figure 1(b). While the main lobe still points roughly towards
TX, the interfering signal falls into a minimum of the beampat-
tern, thus mitigating its impact. Moreover, RX also increases the
probability of using the beampattern in Figure 1(c) since its side
lobes are similar to the one in Figure 1(b). All in all, the design
of our mechanism has some significant advantages compared to
traditional beam sweeping. With each probe, our mechanism learns
about many beampatterns. This reduces the overhead dramatically.
Our mechanism does not require full beampattern information but
only a beampattern correlation matrix and operates in a fully dis-
tributed manner. No coordination or knowledge from other nodes
in the network is needed.

We evaluate the performance of our mechanism in practice. To
this end, we develop a 60 GHz research platform based on com-
mercial off-the-shelf IEEE 802.11ad routers. This platform allows
us to control the beampattern selection process while maintain-
ing full compatibility with IEEE 802.11ad. In contrast to earlier
work on 60 GHz networking, our platform provides full bandwidth,
real-time operation, and is available at low cost. Specifically, our
contributions are as follows:

(1) We design an algorithm that exploits similarities of side
lobes in different beams to mitigate interference.

(2) We practically show that side lobes play a critical role
regarding interference on commercial devices.

(3) We evaluate our algorithm in practice using our aforemen-
tioned 60 GHz research platform.

The remainder of this paper is organized as follows. We summa-
rize related work in Section 2. In Section 3, we present our adaptive
beam switching mechanism for interference avoidance, which we
evaluate in Section 4. Finally, we conclude our work in Section 5.

2 RELATED WORK

Despite the theoretical assumption of pencil-shaped antenna beam-
patterns with negligible side lobes, current off-the-shelf devices
with moderate number of antenna elements exhibit a significant
amount of side lobe power [9]. As a result, these devices are more
prone to interference and jamming [13]. To overcome this, smart

beam switching and training concepts [6] are important to preserve
or recover the link between communicating nodes.

The simplest method to determine the best transmission beam-
patterns between transceivers probes all possible combinations and
therewith causes high overhead. To avoid this overhead, the IEEE
802.11ad standard proposes a two-phase beam search approach [10].
First, the sector-level sweep determines an initial coarse-grained
antenna sector configuration. Then, the beam refinement phase
fine-tunes the selected sectors to obtain the directional beam pair
with the highest channel quality. However, this approach still leads
to high overhead in case of frequent beam switching. Thus, more
optimizations are likely to appear as part of the IEEE 802.11ay stan-
dard [3]. To further reduce the overhead of beam search, numerical
divide and conquer algorithms can efficiently narrow down the
search space [7]. Similar approaches with hierarchical structures
of beampatterns of different beamwidths allow to iteratively re-
fine the beamtraining accuracy [1, 5]. Compressive path tracking
approaches [8, 12] select pseudo-random beams for probing and
derive the direction of the most significant signal path. Out-of-band
measurement techniques can provide coarse-grained localization
to support the beam training [11]. While such methods efficiently
find the optimal beam using periodic sweeps, they are insufficient
to handle mobility, blockage, and interference.

To achieve mobility resilience, Haider et al. adjust the data-rate
and beamwidth during runtime so that low data-rates and wide
beams prevent connection losses if necessary. Likewise, Sur et al.
[14] study the possibility of switching to a wider sector upon block-
age detection for communication link recovery. The approaches in
[2, 4] suggest learning mechanisms to detect a suitable non-line-
of-sight path when the line-of-sight path is blocked. Also in [15],
Sanjib et al. instantaneously predict the link quality to discover an
alternative beam when the primary link fails.

Unlike mobility and blockage, interference and malicious jam-
ming is unpredictable. Widening the beam, as suggested to ad-
dress mobility, potentially causes a greater level of interference.
Approaches that switch to non-line-of-sight paths lack tracking
of rapid changing channel distortions and, hence, are unsuitable
to avoid interference. In contrast, our fully distributed algorithm
learns the best beam selection and takes into account intermittent
interference from various directions, as described in the following
section.

3 ADAPTIVE BEAM SWITCHING (ABS)

In this section, we present an Adaptive Beam Switching (ABS) algo-
rithm which detects and avoids interference. With neither location
nor detailed beampattern information, ABS monitors the stability
of the link and determines alternative beampatterns with minimal
search overhead. In the following, we provide a protocol overview
and describe the algorithm behind this approach in detail.

3.1 Protocol Overview

The general idea of our protocol is to continuously monitor a sta-
bility metric that represents changes of the received signal quality
(i.e., the signal-to-interference-plus-noise ratio (SINR)). With low
stability, our protocol probes more often the channel conditions. For
probing, it probabilistically selects beampatterns that are similar to
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Figure 2: Flow Chart of our ABS algorithm.

the current one but exhibit different gaps in the beampattern shape.
This allows to find beampatterns that mitigate interference impair-
ments but still provide a suitable signal gain at each transceiver
independently.

3.2 Protocol Specification

In the following, we provide our protocol specification as illustrated
in the flow chart in Figure 2.

3.2.1 |Initialization. Each transceiver has a set of N predefined
receive beampatterns it can choose from to maximize the signal
quality for a respective communication partner. Each beampattern
n =1...N exhibits main lobes and side lobes in different directions.
In ABS, we keep track of the beam 7 that provides the highest SINR
over time. At time t = fy, we initialize the selected beam 7 from a
complete sweep operation as:

fi = arg max yp. (1)
n=1...N
The corresponding SINR is stored as y and initialized by y = yj at to.
The stability s is initialized with the maximum value s = 1. Note that
a complete beam sweep is required only during the initialization
phase (ie., at t = ty).

3.2.2  System Stability. We assume a locally time slotted system,
similar to IEEE 802.11ad. At each time slot t, a transceiver either
(i) probes the channel or (ii) transmits data with the best-known
beampattern from the previous slot ¢ — 1. To make this decision,
we use a stability parameter s € [0, 1]. Given a random value r
from a uniform random distribution with r € [0, 1], ABS continues
transmitting data (ref. Section 3.2.5) if r < s or initiates probing
(ref. Section 3.2.3) otherwise. As channel conditions change over
time, the stability s is continuously updated.

3.2.3  Probing Probabilities. Each beampattern n is assigned a
probing probability 8, according to the current beampattern selec-
tion 7 and their similarities in beampattern shape. Let u and v be
a pair of beampatterns with u,v = 1,..., N but u # v. Given that

every beampattern n features a unique antenna radiation pattern
Wp(©) for © € [, 7], we determine the correlation between two
beams by their cross-correlation coefficient with zero lag

Cuv = Wy x Wy [0] = fﬂ sz () - W,(©)de, (2)

where W, (©) is the complex conjugate of W, (0). Next, the algo-
rithm also determines the correlation of the minima in beampattern
shapes to find beampatterns with similar gaps as

Cuo = —— % —[0]. (3)
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LTI W, 1+ W,

Take note, that at runtime ABS does not need detailed information
on the beampattern shapes. Only the correlations ¢y, and ¢y, 5
of beam pairs are required. These values can be determined in
device callibration only once and stored for later use. With this
approach, we also encounter for varying hardware inaccuracies in
radio curcuits among different devices.

To overcome interference or signal jamming, we aim to search
for an alternative beampattern that (i) maximizes the antenna gain
towards the intended direction and (ii) minimizes the impact of
interference. Specifically, an alternative beam should have a high
correlation with the currently used beampattern but different zeros
to steer the antenna away from the interference direction. Therefore,
the probability of probing for beampattern n given the current
beampattern 7 is

On =Can-" (I_Eﬁ,n)~ (4)

3.24 Channel Probing. Channel probing determines if, under
the current channel condition, beam switching is beneficial. It is
performed in the form of a burst of M control frames. Each frame
probes an individual beampattern. For each m = 1,..., M our algo-
rithm selects a random beampattern k based on the corresponding
Op forn =1,..., N. For the chosen beampattern, we measure the
SINR y; and update the internal state. The measured value yj is
compared to that of the previous used beampattern y;. If yr. > yj,
the algorithm updates the current beampattern and its correspond-
ing SINR to A = k and y;; = y, respectively. Doing so, the probed
beampattern gets selected when it provides a better quality than
the current one.

Lastly, after probing all M selected beampatterns, the stability
value is increased. To update the stability, we utilize a update func-
tion s = fs (s, f) that updates the current stability based on the
previous stability and an update parameter . We implement this
update function as moving average with:

fsGp)=a-p+(1-a)-s|la=0.1 (5)

However, this function and especially the adjustment parameter « is
replaceable for general applicability of our protocol. In preliminary
experiments, we revealed that this implementation with a = 0.1
provides suitable results. More sophisticated update strategies may
take into account packet delivery and error rate to adaptively con-
trol the stability. We plan to address such strategies in future work.
To increase the stability after probing, we set f = 1and s = fs (s, 1).

3.25 Data Transmission Procedure. If the stability is high so
that r < s, the algorithm continues transmitting data with the
same beampattern used before. It selects the beampattern as k = 71



and transmits a data frame. Still, it updates the stability as the
signal quality might change. The relative change in the channel
conditions affects the stability. Specifically, the stability update is
determined by f = | Yk};y |, and thus updates to s = fs (s, §). We
use the same update mechanism as for probing in Section 3.2.3. The
instantaneous SINR is stored as y; = yk.

Whenever the SINR in the current data transmission drops, the
decreasing stability increases the probability of channel probing
in the upcoming time slots. Still, the moving average of stability
monitoring ensures that our algorithm does not overreact on rare
outliers and temporary outage.

4 PERFORMANCE EVALUATION

In this section, we evaluate our ABS algorithm in practice. To this
end, we extend the operation of a commercial off-the-shelf 60 GHz
router to control the applied beampatterns. As a result, we obtain a
first-of-its-kind IEEE 802.11ad full-bandwidth 60 GHz beamform-
ing testbed that operates in real time. This allows us to obtain
unprecedented insights compared to earlier work on 60 GHz net-
working. We first describe our testbed setup and, after that, analyze
the performance of our interference mitigation approach.

4.1 Testbed Setup

We consider the case of interference due to parallel operation of
incompatible standards. To this end, we use two TP-Link Talon
AD7200 routers that use the IEEE 802.11ad protocol to communi-
cate, and a WiHD transmitter-receiver pair that is based on WiGig.
The latter does not perform clear channel assessment, and thus
causes interference on the former. To control the operation of the
Talon routers, we port the LEDE Project! to support their specific
architecture. This major effort enables us to install LEDE on them,
and access the firmware components that define the beampattern
shape. We can thus set any arbitrary beampattern on the phased
antenna array. The array consists of 32 antenna elements which are
individually controllable in phase and magnitude. No earlier work
in this area has achieved such control on commercial off-the-shelf
60 GHz devices. In this paper, we use the 34 pre-existing beam-
patterns which are defined in the interface firmware to assess the
performance of our mechanism under real-world conditions. Fig-
ure 3 exemplary illustrates the shape of two of these beampatterns
and how they allow for interference mitigation. All beampatterns
feature different beam-widths and main-lobe directions and com-
plement each other to provide strong gains in all directions.
Figure 4 shows our testbed setup. We place one of the Talon
routers in the center of a semicircle and configure it as an IEEE
802.11ad station (STA). The second router is located on the semi-
circle and configured as an access point (AP). We consider two
locations of the access point on the semicircle, at +45° and —45°.
Additionally, we place the WiHD transmitter on 18 evenly dis-
tributed locations on the semicircle, and the WiHD receiver in the
center of the semicircle close to the STA. As a result, the STA re-
ceives both the intended transmission of the AP and the interference
transmission of the WiHD transmitter from a range of different
angles. For our experiment campaign, we set the beampattern of

!Linux Embedded Development Environment (c.f. https://lede-project.org/)
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Figure 3: Exemplary antenna patterns of Sector 22 and 24
measured in terms of SNR for a Talon AD7200 router in
an anechoic environment. While both patterns exhibit sim-
ilar gains in the direction of 60°, their lobes completely dif-
fer at 0° and —30°. As a results switching between both pat-
terns might overcome interference from that particular di-
rections.

Interferer TX (a)

+45° O
4

Interferer RX

STA

Figure 4: Practical experiment setup with WiHD (a) and
Talon router (b). The solid line shows the location of the
router at +45° and the dashed line at —45°.

the AP to point to the center of the semicircle. This ensures that
signal quality fluctuations are not due to switching beampatterns.
At the receiver, we measure throughput and SNR for each possible
receive beampattern and each location of the interfering WiHD
transmitter on the semicircle. We perform all of our experiments
in a large and empty sports hall. In each experiment, we generate
TCP traffic from the AP to the STA using iperf?.

4.2 Practical Results

In the following, we provide our practical evaluation results in terms
of interference avoidance, probing time, and protocol operation.

4.2.1 Mitigating Lateral Interference. In our first experiment,
we analyze whether the intuition sketched in Figure 1 holds. That
is, we study whether switching to a receive beampattern that is
not the one that provides the highest gain towards a transmitter
helps mitigating lateral interference. The heat map in Figure 5
depicts our result. The map shows the throughput that we achieve
for each possible receive beampattern and each location of the
interfering WiHD node. The row marked with an arrow indicates

Yperf - The TCP/UDP Bandwidth Measurement Tool (c.f. https://iperf.fr/)
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the best pattern when the interfering node is off, and the dashed
line indicates the best pattern when the interference is switched
on. The former and the latter do not match. Moreover, the latter
changes for each location of the interfering node. This validates
that (a) deviating from the best pattern helps in case of interference,
and (b) choosing an alternative pattern is not straightforward. Since
practical beampatterns are highly irregular [9], the best alternative
pattern may be any of the available beampatterns, and not just the
neighboring sectors. Thus, an efficient probing scheme such as ABS
is needed.

Figure 6 shows the throughput gain that we achieve when select-
ing the sector with less interference. We compute the average over
all possible locations of the interfering node. Further, we compute
the gain compared to the best sector highlighted in Figure 5 and to
the default behavior of the router. The latter refers to the case when
we do not force the router to use a specific receive sector. Compared
to the best sector, we achieve about 60% average throughput gain,
but for individual locations of the interfering node we achieve gains
in the range of 2Xx to 8x. For +45°, we observe that the gain com-
pared to the default behavior is lower than for —45°. The reason is
that the beampatterns are not symmetric. Thus, avoiding the WiHD
interference is more challenging for certain alignments of the IEEE
802.11ad link than for others.

4.2.2  Probing Time. Next, we investigate the impact of the num-
ber of probes M introduced in Section 3.2.4. If M is small, ABS only
probes a few sectors each time that the stability degrades. As a
result, ABS requires more time to select a stable pattern. However,
beyond a certain threshold of M, the probability of probing a suit-
able sector increases significantly, and thus ABS quickly converges.
Figure 7 depicts this effect for a challenging scenario, where the in-
terfering node is located close to the AP. In this case, the STA should
set M > 5 to achieve a short stabilization time. However, if the
value of M is too large, performance in terms of throughput drops
since beam sweeps become inefficient. From our experiments, we
observe that M = 6 is typically a good trade-off. In comparison to
the default operation of the router, this means that the beam sweep
time decreases by 82.4%. Moreover, ABS requires less beam sweeps
due to its high stability. Thus, the time spent on beam training is
much shorter.

4.2.3  Protocol Operation. In our last experiment, we study the
protocol operation of ABS when reacting to interference. We con-
sider intermittent interference from two WiHD transmitters located
at different angles on the semicircle. When one of the interfering
nodes starts transmitting, the SNR drops at the STA. As a result,
the default mechanisms in IEEE 802.11ad trigger a beam sweep
to find a better receive beam. However, this new receive beam is
unlikely to also minimize the interference from the second WiHD
node or a mobile interferer. This causes IEEE 802.11ad to trigger
beam sweeps continuously, which strongly degrades performance.
In contrast, the system stability s in ABS prevents such fluctuations.
To validate this, we emulate the behavior of ABS and IEEE 802.11ad
on the real-world traces that we collect from our practical testbed.

Figure 8 depicts two examples of the above scenario. In example
(a), we place the interfering nodes at a reasonable angular distance
from the AP. As expected, IEEE 802.11ad continuously triggers
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Figure 5: TCP throughput for all receive beampatterns at the
STA and all locations of the interfering WiHD transmitter.
The AP is located at —45°. The arrows indicate the best beam-
pattern in case of no interference. The markings indicate the
highest throughput.
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Figure 7: Stabilization time of ABS.

beam sweeps, and switches among two different patterns. In con-
trast, ABS quickly finds a suitable sector and stabilizes within less
than a millisecond. In Figure 8 we only show the selected beampat-
terns during the first 16 milliseconds of the experiment for clarity.
However, the fluctuations of IEEE 802.11ad continue until the end
of the experiment. The SNR graph of example (a) shows that ABS
achieves a stable value whereas 802.11ad experiences frequent SNR
drops. As a result, ABS improves throughput by 72%. In example
(b), we place the interfering nodes close to the AP. This is a partic-
ularly challenging scenario since the phased antenna array of the
routers is not capable of producing beampatterns which are narrow
enough to filter the interference spatially. Figure 8 shows that this
increases the stabilization time of ABS to about six milliseconds.
The SNR graph shows that ABS chooses a trade-off beampattern
that balances the impact of both interfering nodes. In contrast,
IEEE 802.11ad achieves a higher SNR at the expense of costly beam
sweeps and high instability. While there is no throughput gain,
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Figure 8: Protocol operation with two interfering nodes for (a) regular case and (b) challenging case.

ABS achieves a very high connection stability, which is crucial for
upper-layer protocols such as TCP.

5 CONCLUSION

We present an Adaptive Beam Switching (ABS) mechanism for
interference mitigation in 60 GHz wireless networks. With ABS,
we significantly reduce the beam steering overhead in case of in-
termittent interference from neighboring links. Such interference
is critical in practical deployments due to the strong side lobes of
phased antenna arrays in consumer-grade 60 GHz hardware. When-
ever interference occurs, our mechanism switches to an alternative
beam at the receiver such that the interference falls into a minimum
of the beampattern. The key difference to existing approaches is
that ABS does not need to probe all possible beampatterns to miti-
gate interference but only the ones which are most likely to perform
better than the current beampattern. We evaluate ABS in practical
experiments with off-the-shelf 60 GHz devices and achieve average
throughput gains of 60% and decrease the training time by 82.4%
compared to conventional beam sweeping as in IEEE 802.11ad.
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